GWAS Power Practical
Wellcome Trust Advanced Course – Durban, South Africa
 Power Calculations
To investigate the impact of the study design on statistical power we will use the web based tool Genetic Power Calculator for case-control studies (http://pngu.mgh.harvard.edu/~purcell/gpc/cc2.html).

Open this page in a web browser. There are spaces to enter properties of the effect size at the causal variant, the sample size and the correlation between the causal variant and the tag SNP.

1) For each parameter that can be set on the web page make sure you understand why is it relevant for determining power.

Assume a study is to be undertaken to investigate association of a polymorphism in a candidate gene of a disease with a prevalence of 0.005.  Assume that the causal SNP is at frequency 0.5 in the population and each copy of the risk allele increases risk by a factor of 1.2. Firstly assume that we have typed the causal marker directly and that we will collect 1000 cases and 1000 population (unselected) controls and set a p-value threshold of 0.05.

2) Enter the parameters into the webpage that describe the study above. You will need to make the marker a perfect surrogate for the causal allele (as we are assuming we have typed it directly), how can you do this using the “Marker allele frequency” and “D-prime” setting?

3) Process the commands. Scroll to the bottom of the page. How much power do you have for the above study for a 1df allelic test?

4) Reduce the correlation between the marker and causal locus to mimic the fact that we might have only typed a tag for the causal variant. How much can you reduce the correlation before power falls less 50%?

5) Change the following properties of the study design and look at the effect on power:


a) Double the number of cases.


b) Double the number of controls. 

c) Double the number of cases and controls.


d) Reduce the effect size so that each allele increases risk by a factor of 1.1

Extension:
Again assume the causal allele has been typed directly. Encode a dominant effect at the causal allele. Compare the 1df allelic test to the 1df dominant test. 
Q. Which has more power and how big is the difference? 
Q. When doing a GWAS why not perform all tests at all SNPs?
Q. What impacts which tests you should perform and how you interpret the p-values you observe in terms of the probability that an inferred association is real?
Designing Genome-wide Association Studies
The above practical allowed us to look at power when testing a single SNP. For whole genome association studies we need to consider statistical power in the more complicated setting whereby we test a set of SNPs across the genome. As the correlation (LD structure) between these SNPs is complicated simulations are needed to estimate the overall power afforded by any given study design. We will use the R package GWApower to extract power estimates from a set of simulations described in (http://www.plosgenetics.org/article/info%3Adoi%2F10.1371%2Fjournal.pgen.1000477).
Start Rstudio and load the GWApower library using the command:
library(GWApower)
The library contains two functions, the first is named GWApower. You can get details of the arguments that this function takes by typing:

?GWApower
You will see that it takes the following argument: GWApower(pop, chip, pval, risk, ncases, ncontrols, min.freq):

	pop
	Specifies the HapMap population that should be used for calculating power. Should be either "CEU" or "YRI".

	chip
	Specifies the commercial genotyping chip. Should be one of "Affy100k", "Affy500k", "Illu300k", "Illu550k", "Illu650k", "Affy6.0", "Illu1M", "HapMap".

	pval
	Specifies the p-value cutoff used to define power. Should be one of 1e-6, 5e-7, 3.333e-7, 2.5e-7 

	risk
	Specifies the relative risk of the causal variant. Should be one of 1.1, 1.15, 1.2, 1.25, 1.3, 1.4, 1.5, 1.7, 2

	ncases
	Specifies the number of cases. Values in the range (500, 5000) will work best.

	ncontrols
	Specifies the number of controls. Values in the range (500, 5000) will work best.

	min.freq
	Specifies the minimum allele frequency of the causal variant.


For single set of arguments a value is returned that gives the power of the specified study. For a sample size of 2000 cases and 2000 controls from a European (CEU) population what is the power of the Illu650k chip to detect an effect of size 1.3 with an allele frequency greater than 5% (use a p-value cut-off of 1e-6)?

6) Use the GWApower command to estimate the power of the above study. Compare power to the Affy500k, Affy6.0 and Illu1M chips. Record the values.

7) Now change the HapMap population to YRI and obtain the power for the 3 chips. Compare to the results for the CEU population. 
8) Plot the power of a specific study as a function of the number of cases and controls using the following command:

sizes <- c(500,750,1000,1500,2000,4000,5000,10000);

powerc <- GWApower('CEU','Illu1M',1e-6,1.3, sizes,sizes,0.05);

plot(sizes,powerc,ylim=c(0,1),pch=19,col='blue',type='b');
9) Use what you have learnt about R to add lines for the power in the YRI population. What are the differences?

10) Make a new plot and power curves for CEU and YRI assuming the causal allele to be common (>0.2) in the population. How does this change power?

The “HapMap” chip is a hypothetical chip that assumes that the causal variant is always typed directly (for example it might mimic the situation in which we could deeply reseqeunce all study individuals).

11) How much power is there when use this hypothetical chip? Why isn’t the power = 1? Which commercially available chip has the power closest to the “HapMap” chip?

Extension:
In reality one’s financial budget is constrained and therefore there are choices to be made between buying a more expensive genotyping chip or genotyping more individuals. There is a function in the GWApower library that attempts to maximise the power of a study for each chip given a fixed budget (assuming an unlimited number of potential cases and controls). Use the command:

?chooseCHIP
To look at the arguments to this function. 
12) Using the HapMap YRI population, an assumed budget of $2000000(!), a p-value cutoff of 1e-6, assuming a per allele relative risk of 1.4 segregating at frequency 0.2 or more MAF in the population, use the chooseCHIP function to obtain the power of each chip.

Assume the prices of each of the chips are (these are out of date):

	Affy100k
	Affy500k
	Illu300k
	Illu550k
	Illu650k
	Affy6.0
	Illu1M

	NA
	$420
	$377
	NA
	$452
	$505
	$750


The function returns a matrix with a row for each chip giving the number of cases and controls and the power of the design that satisfy the budget constraints. The power for the HapMap chip using the sample size of the best real chip is given in the last row. 
13) What are the downsides of using a more expensive chip? 
14) How much would the cost of a chip have to change before it became a better choice in terms of power?

15) What other factors would one consider when deciding which chip to buy?
Additional:

Plotting power of sample size Q8/9

run the following to draw a combined plot for CEU and YRI sample numbers vs power

#sample sizes
sizes <- c(500,750,1000,1500,2000,4000,5000,10000);

# CEU power calc

powerc <- GWApower('CEU','Illu1M',1e-6,1.3, sizes,sizes,0.05);

# initial CEU plot

plot(sizes,powerc,ylim=c(0,1),pch=19,col='blue',type='b');

# YRI power calc

powery <- GWApower('YRI','Illu1M',1e-6,1.3, sizes,sizes,0.05,type='b');

# Add YRI power

points(sizes,powery,ylim=c(0,1),pch=19,col='red',type='b');

# Add a legend

legend('bottomright', c('CEU','YRI'), lty=1,col=c('blue','red'))

#Q10:  frequency 0.2

# we will add the power where frequency of causal vriant = 0.2

# so first rerun the above block of R then run the following:

# CEU power calc

power2c <- GWApower('CEU','Illu1M',1e-6,1.3, sizes,sizes,0.2);

points(sizes,power2c,ylim=c(0,1),pch=19,col='green',type='b');

power2y <- GWApower('YRI','Illu1M',1e-6,1.3, sizes,sizes,0.2);

points(sizes,power2y,ylim=c(0,1),pch=19,col='black',type='b');

# update the legend

legend('bottomright', c('CEU 0.05', 'YRI 0.05', 'CEU 0.2', 'YRI 0.2'), lty=1,col=c('blue', 'red', 'green', 'black'))

